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ABSTRACT

Transformers are state-of-the-art
models for a variety of s

equence modeling tasks.

At their core is an attention function which models pairwise interac
tions between

the inputs at every timestep. While attention is powerful, it does n
ot scale effi-

ciently to long sequences due to its quadratic time and space complexity in the

sequence length. We propose RFA, a linear time and space attention that uses

random feature methods to approximate the softmax function, and explore its ap-

plication in transformers. RFA can be used as a drop-in replacement for conven-

tional softmax attention and offers
a straightforward way

of learning with recen
cy

bias through an optional gating mechanism. Experiments on language model-

ing and machine translation demonstrate that RFA achieves similar or better per-

formance compared to strong transformer baselines. In the machine translation

experiment, RFA decodes twice as fast
as a vanilla transform

er. Compared to ex-

isting efficient transformer variants, RFA is competitive in terms of both accuracy

and efficiency on three long text classification datasets. Our analysis
shows that

RFA’s efficiency gains are especially notable on long sequences, suggesting
that

RFA will be particularly us
eful in tasks that requi

re working with large
inputs, fast

decoding speed, or low memory footprints.

1 INTRODUCTION

Transformer architectures (Vasw
ani et al., 2017) have

achieved tremendous success on a variety of

sequence modeling tasks (Ott et al., 2018
; Radford et al., 2018; Parmar et al., 2018; Devlin

et al.,

2019; Parisotto et al., 2020, inter alia
). Under the hood, the

key component is attention (Bahdanau

et al., 2015), which models pairwise interact
ions of the inputs, rega

rdless of their distance
s from each

other. This comes with quadratic time and memory costs, making the transformers computationally

expensive, especially
for long sequences. A large body of research has been devoted to improving

their time and memory efficiency (Tay et al., 2020c). Although better asymptotic complexity and

prominent gains for long se
quences have been ach

ieved (Lee et al., 2019
; Child et al., 2019; Be

ltagy

et al., 2020, inter alia
), in practice, many existing approaches are less well-suited for moderate-

length ones: the additional computation steps required by some approaches can overshadow the

time and memory they save (Kitaev et al., 2020; Wang et al., 2020; Roy et al., 2020, inter alia
).

This work proposes random feature attention (RFA), an efficient attention variant that scales lin
-

early in sequence length in terms of time and space, and achieves practical gai
ns for both long and

moderate length sequences. RFA builds on a kernel perspective of softmax (Rawat et al., 2019).

Using the well-established random feature maps (Rahimi & Recht, 2007; Avron et al., 2016; §2),

RFA approximates the dot-then-exponentiate
function with a kernel trick (Hofmann et al., 2008):

exp(x · y) ≈ φ(x) · φ(y). Inspired by its connections to gated recurrent neural netwo
rks (Hochre-

iter & Schmidhuber, 1997; Cho et al., 2014) and fast weights (Schmidhuber, 1992), we further

augment RFA with an optional gating mechanism, offering a straightforward way of learning with

recency bias when locality is desired.

∗The majority of this work was done while these
authors were at DeepM

ind.

1

Random Features for Large-Scale Kernel Machines

Ali Rahimi and Ben Recht

Abstract
To accelerate the training of kernel machines, we propose to map the input datato a randomized low-dimensional feature space and then apply existing fast linearmethods. Our randomized features are designed so that the inner products of thetransformed data are approximately equal to those in the feature space of a userspecified shift-invariant kernel. We explore two sets of random features, provideconvergence bounds on their ability to approximate various radial basis kernels,and show that in large-scale classification and regression tasks linear machinelearning algorithms that use these features outperform state-of-the-art large-scalekernel machines.

1 Introduction
Kernel machines such as the Support Vector Machine are attractive because they can approximate
any function or decision boundary arbitrarily well with enough training data. Unfortunately, meth-
ods that operate on the kernel matrix (Gram matrix) of the data scale poorly with the size of the
training dataset. For example, a dataset with half a million training examples might take days to
train on modern workstations. On the other hand, specialized algorithms for linear Support Vector
Machines and regularized regression run much more quickly when the dimensionality of the data
is small because they operate on the covariance matrix rather than the kernel matrix of the training
data [1, 2]. We propose a way to combine the advantages of the linear and nonlinear approaches.
Inspired by randomized algorithms for approximating kernel matrices (e.g., [3, 4]), we efficiently
convert the training and evaluation of any kernel machine into the corresponding operations of a
linear machine by mapping data into a relatively low-dimensional randomized feature space. Our
experiments show that random features combined with very simple linear learning techniques com-
pete favorably with state-of-the-art kernel-based classification and regression algorithms. Random
features significantly reduce the computation needed for training, and obtain similar or better testing
error.

The kernel trick is a simple way to generate features for algorithms that depend only on the inner
product between pairs of input points. It relies on the observation that any positive definite function
k(x,y) with x,y ∈ Rd defines an inner product and a lifting φ so that the inner product between
lifted datapoints can be quickly computed as 〈φ(x),φ(y)〉 = k(x,y). The cost of this convenience
is that algorithms access the data only through evaluations of k(x,y), or through the kernel ma-
trix consisting of k applied to all pairs of datapoints. As a result, large training sets incur large
computational and storage costs.
Instead of relying on the implicit lifting provided by the kernel trick, we propose explicitly mapping
the data to a low-dimensional Euclidean inner product space using a randomized feature map z :
Rd → RD so that the inner product between a pair of transformed points approximates their kernel
evaluation:

k(x,y) = 〈φ(x),φ(y)〉 ≈ z(x)′z(y). (1)
Unlike the kernel’s lifting φ, z is low-dimensional. Thus, we can simply transform the input with
z, and then apply fast linear learning methods to approximate the answer of the corresponding
nonlinear kernel machine. In what follows, we show how to construct feature spaces that uniformly
approximate popular shift-invariant kernels k(x − y) to within  with only D = O(d−2 log 1

2 )
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Abstract
The dominant sequence transduction models are based on complex recurrent or

convolutional neural networks that include an encoder and a decoder. The best

performing models also connect the encoder and decoder through an attention

mechanism. We propose a new simple network architecture, the Transformer,

based solely on attention mechanisms, dispensing with recurrence and convolutions

entirely. Experiments on two machine translation tasks show these models to

be superior in quality while being more parallelizable and requiring significantly

less time to train. Our model achieves 28.4 BLEU on the WMT 2014 English-

to-German translation task, improving over the existing best results, including

ensembles, by over 2 BLEU. On the WMT 2014 English-to-French translation task,

our model establishes a new single-model state-of-the-art BLEU score of 41.0 after

training for 3.5 days on eight GPUs, a small fraction of the training costs of the

best models from the literature.

1 Introduction
Recurrent neural networks, long short-term memory [12] and gated recurrent [7] neural networks

in particular, have been firmly established as state of the art approaches in sequence modeling and

transduction problems such as language modeling and machine translation [29, 2, 5]. Numerous

efforts have since continued to push the boundaries of recurrent language models and encoder-decoder

architectures [31, 21, 13].∗Equal contribution. Listing order is random. Jakob proposed replacing RNNs with self-attention and started

the effort to evaluate this idea. Ashish, with Illia, designed and implemented the first Transformer models and

has been crucially involved in every aspect of this work. Noam proposed scaled dot-product attention, multi-head

attention and the parameter-free position representation and became the other person involved in nearly every

detail. Niki designed, implemented, tuned and evaluated countless model variants in our original codebase and

tensor2tensor. Llion also experimented with novel model variants, was responsible for our initial codebase, and

efficient inference and visualizations. Lukasz and Aidan spent countless long days designing various parts of and

implementing tensor2tensor, replacing our earlier codebase, greatly improving results and massively accelerating

our research.†Work performed while at Google Brain.
‡Work performed while at Google Research.

31st Conference on Neural Information Processing Systems (NIPS 2017), Long Beach, CA, USA.
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Tokenization

516 247th entry of WMT14 En→De:
Tokenized (EN):

I⟨w⟩︸︷︷︸
t1

do⟨w⟩︸  ︷︷  ︸
t2

not⟨w⟩︸   ︷︷   ︸
t3

believe⟨w⟩︸        ︷︷        ︸
t4

so⟨w⟩︸ ︷︷ ︸
t5

.⟨w⟩︸︷︷︸
t6

Tokenized (DE):

Ich⟨w⟩ glaube⟨w⟩ ,⟨w⟩ nein⟨w⟩ .⟨w⟩

Nicolaj Rux Technische Universität Berlin/Chemnitz
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Embedding

# Vocabulary: V ≈ 50000

Embedding dimension: dm ≈ 512− 12288

Embedding dictionary: D ∈RV×dm

Context length: n ∈N
Tokens: t1, . . . , tn
Embedded tokens: ti −→ Emb[ti] ∈Rdm , i = 1, . . . ,n

ti = “cat” −→ Emb[“cat”] =


0.4
0.3
...

 ∈Rdm
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Transformer Architecture1 [Vas+17]

1https://deeprevision.github.io/posts/001-transformer/
Nicolaj Rux Technische Universität Berlin/Chemnitz
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Time Complexity: The Feed Forward Network (MLP)
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dm

W ∈Rdf ×dm , b ∈Rdf W ∈Rdm×df , b ∈Rdm

df ≈ 4dm

tj tj

O(n(df dm + df︸     ︷︷     ︸
layer 1

+ df︸︷︷︸
ReLU

+dmdf + dm︸      ︷︷      ︸
layer 2

)) = O(nd2
m)
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The Attention Mechanism [Vas+17]
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Time Complexity: The Attention Mechanism

For heads h = 1, . . . ,H ∈N and Attention dimension
dH B dm/H

Qh,Kh,Vh ∈RdH×dm

qj = Qhtj , kj = Khtj , vj = Vhtj ∈RdH for token
t1, . . . , tn ∈Rdm in O(nd2

m).

Atnk,h =
n∑

j=1

e⟨qk ,kj⟩∑n
l=1 e⟨qk ,kl⟩

vj ∈RdH , k = 1, . . . ,n (1)

tj −→ Atnj,h ∈Rdm , j = 1, . . . ,n in
O(nH(ndH )dH ) = O(n2dmdH ).

Nicolaj Rux Technische Universität Berlin/Chemnitz
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Transformer Stats

Time Complexity: O(n2dmdH +nd2
m︸            ︷︷            ︸

Attention

+ nd2
m︸︷︷︸

MLP

)

Parameter [Vas+17] [Bro+20]

Vocabulary V 37 000 50 257
Embedding dimension dm 512 12 288
Context window nctx (512) 2 048
MLP dimension df 2 048 49 152
Heads H 8 96
Attention dimension dH 64 128
Attention–MLP blocks N 6 96
FLOPS for training flops (6E+18) 3.14E+23
Peta Flop days PF-days (7E-02) 3.64E+03

Table: Comparison of Transformer sizes.
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From Classical Analysis . . .

◦ Positive definite Kernels/Functions

K ∈ PD(Rd)⇔
n∑

j,k=1

αjK(xj ,xk)αk ≥ 0, ∀n ∈N,α ∈Rn,x ∈Rn×d

[Mer09] Mercers’s Theorem

K ∈ PD(Rd)⇒ K(x,y) = ⟨Φ(x),Φ(y)⟩ℓ2

[Boc33] Bochner’s Theorem K(x,y) = f (x − y)

F : P (Rd)↔ P̃D(Rd), f (x) = F [µ](x)B
∫
R

d
ei⟨x,y⟩dµ(y).

[CV95] Support Vector Machines K(x,y) = e−
1
2 ∥x−y∥

2

n∑
j=1

αjK(xj , yl), l = 1, . . .n O(n2)

Nicolaj Rux Technische Universität Berlin/Chemnitz
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. . . to Modern Machine Learning

[RR07] Random Fourier Features f (x − y) = e−
1
2 ∥x−y∥

2
2

f (x) = F [µ](x) =
∫
R

d
ei⟨x,y⟩dµ(y) = Eξ∼µ[ei⟨ξ,x⟩] ≈

P∑
k=1

ei⟨ξk ,x⟩

P
.

n∑
j=1

αjK(xj , yl) ≈
n∑

j=1

αj

P

P∑
k=1

ei⟨ξk ,xj−yl⟩ =
P∑

k=1

ei⟨ξk ,yl⟩
n∑

j=1

αj

P
ei⟨ξk ,xj⟩

⇒ Time Complexity O(P nd) for P ≪ n good.

⇒ # Features P ≈ d depends on R
d but not on n ∼ O(nd2).

⇒ Generalizable to arbitrary positive definite functions

Nicolaj Rux Technische Universität Berlin/Chemnitz
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Application in the Attention Mechanism

[Vas+17] Attention Is All You Need

[Kat+20; Pen+21; Cho+21]

Atnk,h =
n∑

j=1

e⟨qk ,kj⟩∑n
l=1 e⟨qk ,kl⟩

vj ∈RdH , k = 1, . . . ,n
⇒

e⟨x,y⟩ = e−
1
2 ∥x∥

2−1
2 ∥y∥

2−1
2 ∥x−y∥

2
= e−

1
2 ∥x∥

2
e−

1
2 ∥y∥

2
e−

1
2 ∥x−y∥

2

⇒

Atnk,h =
n∑

j=1

e
1
2 ∥qk−kj∥

2

∑n
l=1 e−

1
2 ∥qk−kl∥e−

1
2 ∥kl∥

2
vje
−1

2 ∥kj∥
2

=

∑n
j=1αjK(qk , kj )∑n
l=1βlK(qk , kl)

Runtime: Attention
O(nd2

m +H(P ndH )dH )→O(nd2
m +nd2

Hdm).
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A Timeline: From Classical Analysis to Modern
Machine Learning

[Mer09]

[Boc33]

[CV95]

[RR07]

[Vas+17]

[Kat+20; Pen+21; Cho+21]

Nonlinear clas-
sification via
SVMs Mercer

(Kernel trick)
Quadratic to
Linear time com-
plexity Bochner

(RFF)

RFF applied to
Attention mech-
anism
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Results: Random Feature Attention [Pen+21]

Published as a conference paper at ICLR 2021

Accuracy Speed Memory

Model LO IMDb AAN Avg. 1K 2K 3K 4K 1K 2K 3K 4K

Transformer 36.4 64.3 57.5 52.7 1.0 1.0 1.0 1.0 1.00 1.00 1.00 1.00

Wang et al. (2020) 35.7 53.9 52.3 47.3 1.2 1.9 3.7 5.5 0.44 0.21 0.18 0.10
Kitaev et al. (2020) 37.3 56.1 53.4 48.9 0.5 0.4 0.7 0.8 0.56 0.37 0.28 0.24
Tay et al. (2020b) 17.1 63.6 59.6 46.8 1.1 1.6 2.9 3.8 0.55 0.31 0.20 0.16
Tay et al. (2020a) 37.0 61.7 54.7 51.1 1.1 1.2 2.9 1.4 0.76 0.75 0.74 0.74
Zaheer et al. (2020) 36.0 64.0 59.3 53.1 0.9 0.8 1.2 1.1 0.90 0.56 0.40 0.30
Katharopoulos et al. (2020) 16.1 65.9 53.1 45.0 1.1 1.9 3.7 5.6 0.44 0.22 0.14 0.11
Choromanski et al. (2020) 18.0 65.4 53.8 45.7 1.2 1.9 3.8 5.7 0.44 0.22 0.15 0.11

RFA-Gaussian (This work) 36.8 66.0 56.1 53.0 1.1 1.7 3.4 5.3 0.53 0.30 0.21 0.16

Table 3: Accuracy (higher is better) of different models on LO, IMDb, and AAN, along with their
speed (higher is better) and peak memory consumption (lower is better) varying sequence lengths
(1–4K). Speed and memory are evaluated on the IMDb dataset and relative to the transformer’s.
Bold font indicates the best performance in each column, and underlined numbers outperform the
transformer in accuracy. Transformer’s and previous works’ numbers are due to Tay et al. (2021).
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(b) Memory vs. lengths.

Figure 2: Conditional decoding speed (left) and memory overhead (right) varying the output lengths.
All models are tested on a single TPU v2 accelerator, with greedy decoding and batch size 16.

5 ANALYSIS

Decoding time and memory varying by sequence length. §3.4 shows that RFA can potentially
achieve more significant speedup and memory saving for longer sequences, which we now explore.

We use a simulation conditional generation experiment on to compare RFA’s sequence-to-sequence
decoding speed and memory overhead against the baseline’s. Here we assume the input and output
sequences are of the same length. The compared models are of the same size as those described in
§4.2, with 6-layer encoders and decoders. Other hyperparameters are summarized in Appendix B.2.
All models are tested using greedy decoding with the same batch size of 16, on a TPU v2 accelerator.

From Figures 2 (a) and (b) we observe clear trends. Varying the lengths, both RFA variants achieve
consistent decoding speed with nearly-constant memory overhead. In contrast, the baseline decodes
slower for longer sequences, taking an increasing amount of memory. Notably, for 2,048-length
sequences, RFA decodes around 12× faster than the baseline while using less than 10% of the
memory. RFA-arccos slightly outperforms RFA-Gaussian in terms of speed and memory efficiency.
This is because when using the same D (as we do here), the φarccos is half the size of φGaussian.
These results suggest that RFA can be particularly useful in sequence-to-sequence tasks with longer
sequences, e.g., document-level machine translation (Miculicich et al., 2018).

Figure 3 in Appendix C.1 compares the speed and memory consumption in unconditional decoding
(e.g., sampling from a language model). The overall trends are similar to those in Figure 2.

Notes on decoding speed. With a lower memory overhead, RFA can use a larger batch size than
the baseline. As noted by Katharopoulos et al. (2020) and Kasai et al. (2021), if we had used mini-
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Figure 4: Finetuning an RFA-Gaussian model with its parameters initialized from a pretrained
softmax-transformer. “Reset” indicates resetting the multihead attention parameters to randomly-
initialized ones. The dashed line indicates the training loss of the pretrained model.

resets the multihead attention parameters without changing the attention functions. It converges to
the pretraining loss in less than 200 steps.

Takeaway. From the above results on IWSLT14, pretrained knowledge in a softmax transformer
cannot be directly transferred to an RFA model. However, from Figure 4 and a much larger-scale
experiment by Choromanski et al. (2020), we do observe that RFA can recover the pretraining loss,
and the computation cost of finetuning is much less than training a model from scratch. This suggests
some potential applications. For example, one might be able to initialize an RFA language model
from a softmax transformer pretrained on large-scale data (e.g., GPT-3; Brown et al., 2020), and
finetune it at a low cost. The outcome would be an RFA model retaining most of the pretraining
knowledge, but is much faster and more memory-friendly to sample from. We leave such exploration
to future work.

19

Drop-in replacement for standard attention

12× faster decoding with <10%memory usage for
2048-token outputs

Not an approximation of Softmax

Compatible with pretrained models
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Results: Rethinking Attention with Performers
[Cho+21]

Published as a conference paper at ICLR 2021

memory consumption (since the explicit O(L2) attention matrix is not stored). In fact, the Performer
achieves nearly optimal speedup and memory efficiency possible, depicted by the "X"-line when
attention is replaced with the "identity function" simply returning the V-matrix. The combination of
both memory and backward pass efficiencies for large L allows respectively, large batch training and
lower wall clock time per gradient step. Extensive additional results are demonstrated in Appendix E
by varying layers, raw attention, and architecture sizes.

4.2 SOFTMAX ATTENTION APPROXIMATION ERROR

We further examined the approximation error via FAVOR+ in Fig. 4. We demonstrate that 1.
Orthogonal features produce lower error than unstructured (IID) features, 2. Positive features produce
lower error than trigonometric sin/cos features. These two empirically validate the PORF mechanism.

Figure 4: MSE of the approximation output when comparing Orthogonal vs IID features and trigonometric
sin/cos vs positive features. We took L = 4096, d = 16, and varied the number of random samplesm. Standard
deviations shown across 15 samples of appropriately normalized random matrix input data.

To further improve overall approximation of attention blocks across multiple iterations which further
improves training, random samples should be periodically redrawn (Fig. 5, right). This is a cheap
procedure, but can be further optimized (Appendix B.2).

4.3 SOFTMAX APPROXIMATION ON TRANSFORMERS

Even if the approximation of the attention mechanism is tight, small errors can easily propagate
throughout multiple Transformer layers (e.g. MLPs, multiple heads), as we show in Fig. 14
(Appendix). In other words, the model’s Lipschitz constant can easily scale up small attention
approximation error, which means that very tight approximations may sometimes be needed. Thus,
when applying FAVOR(+)’s softmax approximations on a Transformer model (i.e. "Performer-X-
SOFTMAX"), we demonstrate that:

1. Backwards compatibility with pretrained models is available as a benefit from softmax approxima-
tion, via small finetuning (required due to error propagation) even for trigonometric features (Fig. 5,
left) on the LM1B dataset (Chelba et al., 2014). However, when on larger dataset PG-19, 2. Positive
(POS) softmax features (with redrawing) become crucial for achieving performance matching regular
Transformers (Fig. 5, right).

Figure 5: We transferred the original pretrained Transformer’s weights into the Performer, which produces
an initial non-zero 0.07 accuracy (dotted orange line), but quickly recovers accuracy in a small fraction of the
original number of gradient steps. However on PG-19, Trigonometric (TRIG) softmax approximation becomes
highly unstable (full curve in Appendix D.2), while positive features (POS) (without redrawing) and Linformer
(which also approximates softmax) even with redrawn projections, plateau at the same perplexity. Positive
softmax with feature redrawing is necessary to match the Transformer, with SMREG (regularization from Sec.
3) allowing faster convergence. Additional ablation studies over many attention kernels, showing also that
trigonometric random features lead even to NaN values in training are given in Appendix D.3.
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Limitations and Trade-offs

◦ Complexity improves when feature size P ≈dH :

O(nd2
m +H(P ndH )dH ) → O(nd2

Hdm).

If n≈dm: overall cost dominated by MLP,

O(n2dmdH +nd2
m) → O(d3

m).

⇒ Best suited for long-context, low-dimension
Transformers.

Training may take more steps, but inference is
significantly faster.

Further gains possible via orthogonal sampling and
positive feature maps.

This method does not approximate softmax.

Nicolaj Rux Technische Universität Berlin/Chemnitz
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Alternative Approaches

Windowing — restrict attention to fixed local windows of
tokens instead of the full sequence.

Recurrence — extend context by reusing cached hidden
states from previous segments.

Clustering — reduce complexity by grouping tokens with
locality-sensitive hashing and attending only within
clusters.

Linformer — approximate attention with a low-rank
projection of keys and values, yielding linear complexity.

FlashAttention — speed up training with GPU-efficient
blockwise computation of exact softmax attention.

Nicolaj Rux Technische Universität Berlin/Chemnitz
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Thank you for your (random feature) Attention!

Attention Optimized to its Prime2

2https://dropinblog.net/cdn-cgi/image/fit=scale-down,width=700/34260623/files/featured/optimus-prime-
1.webp
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Future ideas

1 Instead of RFF use slicing

2 Apply to other kernels then Gaussians / learn coefficients
of f

3 How to reduce Time Complexity of MLP

4 Can the Attention parameters be swapped in to
transformers?

5 Improve slicing directions? → QMC/orthogonal

6 Better to have positive coefficients?

7 What are the really efficient methods for large attention
windows? Can they be combined?
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Slicing summation

Idea: Construct even f : R→R s.t.

F(∥x∥) =
1
|Sd−1|

∫
S
d−1

f (|⟨x,ξ⟩|)dξ ≈ 1
P

P∑
p=1

f (|⟨x,ξp⟩|)

Insert into the sum sm =
∑N

n=1wnF(∥xn − ym∥)

sm =
N∑
n=1

wn
1
|Sd−1|

∫
S
d−1

f (|⟨xn − ym,ξ⟩|)dξ

Choose points ξ1, . . . ,ξP ∈ Sd−1

sm ≈
1
P

P∑
p=1

N∑
n=1

wnf (|⟨xn,ξp⟩ − ⟨ym,ξp⟩|)︸                              ︷︷                              ︸
1D kernel sum

P one-dimensional sums{ O(P (N +M +Nft logNft))
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Fast Fourier Summation [Kunis Potts 2006] [Potts Steidl Nieslony 2004]

Fourier expansion of the kernel with degree Nft ∈N

f (|x|) ≈
Nft∑

k=−Nft

cke2πi⟨x,k⟩

For x1, . . . ,xN , y1, . . . , yM ∈R

N∑
n=1

wnf (|xn − ym|)︸                ︷︷                ︸
sm

≈
N∑
n=1

wn

Nft∑
k=−Nft

cke2πik(xn−ym)=
Nft∑

k=−Nft

cke−2πiymk
N∑
n=1

wne2πixnk

︸          ︷︷          ︸
=:ŵk

1 Comp. inner sum ŵk via NFFT of w{ O(N +Nft logNft)

2 Comp. outer sum sm via NFFT of ckŵk { O(M +Nft logNft)

3 Total complexity: O(N +M +Nft logNft)
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